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Is Computational Intelligence Needed to Play Robotic Pool?
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Abstract—This paper describes the development of Deep
Green, an intelligent robotic system that is currently in de-
velopment to play competitive pool against a pro cient human
opponent. The design philosophy and the main system compo-
nents are presented, and the progress to date is summarized.
We also address a common misconception about the game of
pool, i.e. that it is purely a game of physical skill, requiring
little or no intelligence or strategy. We explain some of the
dif culties in developing a vision-based system with a high
degree of positional accuracy. We further demonstrate that
even if perfect accuracy were possible, it is still bene cial and
necessary to play strategically.
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I. INTRODUCTION

Computational IntelligenceQl) and Robotics are related
disciplines in that they both attempt to emulate human and Fig. 1. Deep Green Hardware
biological behaviour. Robaotic systems often serve as atest
ground where CI concepts are implemented and evaluated

in dynamic, noisy, and un_structured environmen'Fs. One sugyeen system from Queen's University, Canada [8], [9]. The
area where Cl and Robotics have co-developed is the eld {ytomatic Pool Trainer from the University of Aalborg in

Robotic Gaming Systems, where intelligent robotic systemSenmark does have a vision and ClI component, although it
are developed to compete against themselves and/or hum@ggs not involve robotic actuation [10].

in structured tasks. These systems combine the sensing anc}he Deep Green system is illustrated in Fig. 1, and

tournaments include: the Robocup challenge [1], which Y DOF cue end-effector: a ceiling mounted (global)ocamera;

volves a number of categories of soccer-playing robots; ar};\dwrist mounted (local) camera; a PC: and a standard’
the AAAI I\:I10b|tle F;obct); Contest Ezt] Whlﬁh”compr.|ses dat ool table. While other platforms have been proposed in
scavenger hunt and other Competiive cha’enges, an e literature, such as a mobile robot that circumnavigates

Tri?;;[y College Fire Fighting quOt Co%r;lteSt Eﬂ Snook the table, the research community has converged upon the
e rst attempt at automating p as the snooker antry as the platform of choice [4], [5], [7], [6], [8]. The

Ma_chln_e Wh'Ch. was deve_loped in the Iafce 1980_3 at th nd-effector is attached to the wrist ange, and is a custom
University of Bristol [4]. This system comprised an inverte designed electrical linear actuator. The gantry and wrist a

articulated robot Wh'c.h, was posmoneq_over the table by ontrolled from a single industrial controller, whereag th
gantry. A camera positioned on the ceiling was used to ang: y_effector has a separate control unit

lyze the table state and direct the robot to place a shot. MoreA h ible. th tem has b developed usi
recent attempts include the Roboshark system from Iran [5,[ Sdmléc ﬁatshposrfl Ifeﬁ g system nas eetn e\ﬁ thi usTg
systems from Malaysia [6] and Taiwan [7], and our own Deep 2 card of-th€-shell hardware components, which has al-
owed us to focus our efforts on software processing methods
1We loosely refer herein to all cue sports (e.g., billiardmoen, snooker, Research into Deep _Green has mVOlYed f(_)ur d'St'”C_t teeinic
etc.) aspool. elds: Computer Vision, Robot Calibration, Physics, and



Strategy. variances) acquired from a set of30 backgroundimages
This paper continues with a description of Deep Greemf the table without any balls present. For each pixel, if
including a description of the main technical challenged arthe difference between the foreground and background pixel
the progress that we have made to date. We present somevalues exceeds some threshold value of the background stan-

the challenges in developing a system which has the accuradgrd deviation, then the pixel is judged to be foregrouired,
required to play well, and we further demonstrate that, evgmossibly a ball. It can be seen that, in addition to ball regjo
if perfect accuracy were possible, it is still necessaryl&y p there is a signi cant amount of noise that is admitted thtoug
intelligently to be competitive. The paper concludes withhis process. In (d), a connected components algorithm is
a discussion of the benets of machine over human plagpplied and only those regions that are large enough are
and some future research problems that will be necessagmitted as valid balls: otherwise, they are removed agnois
to address before we can play credibly against a pro cierthese ball regions are then processed using circle ttird) an
human. best t routines, leading to an accurate estimate of thearent
location of each ball.
Once the ball locations have been accurately identi ed,
The Computer Vision subsystem is based upon two carge circular subregions de ning each ball are then sent éo th
eras, and their associated processing routines:Glwbal  color indexing routine to determine identities. With eaeli b
Vision System (GVS)which is a ceiling-mounted 8.2 jccurately localized and identi ed, the table state camthe
Megapixel digital SLR camera (a Canon 350D); and th@e represented in simulation for shot planning, as illtstta
Local Vision System (LVSwhich is a 1 Megapixel iy Fig. 2(e).
compact rewire camera (a Point Grey Flea). There is also
an additional ceiling mounted rewire camera (a Point Greys |denti cation
Dragon y) that is used for realtime image collection during

II. COMPUTERVISION

experimentation. The purpose of identi cation is to determine the unique
Together, the GVS and LVS serve two functioidenti - ?dentity (i.e.. ngmber) of each ball on the tablg, as IS NeEyss
cation, andlocalization in most variations of pool. Each ball has a distinct colod an
the identities of the balls are determined using color iivatex
A. Localization methods [12]. The balls are rst segmented from the image

The purpose of localization is to accurately determingsing a sequence of background subtraction, noise ltering
the position of each ball in the table coordinate frameand blob detection. The color signature of each ball is then
Once the lens radial distortions have been corrected usingc@mposed into a histogram and compared against a database
calibration method, the main challenge is to rectify thdetab of color histograms, one for each ball, previously acquired
plane to compensate for perspective distortions. Perigpectin a training phase.
distortions result from the global camera retinal planengei  Identi cation is challenging because each ball only com-
aligned not exactly parallel to the table surface, which igrises a few hundred pixels in the global camera image,
dif cult to achieve manually to the desired accuracy. which is a small sample size. The colors of each ball are also

The retinal plane and the table are related by a transformaet completely distinct, but are repeated among the stripe
tion known as ehomography which is a mapping between and solid sets. For example, the solid 1 ball is the same
two planes. The standard technique for determining a hyellow color as the striped 9 ball, the solid 2 ball is the same
mography involves extracting corresponding point loaaio blue as the striped 10 ball, etc. The only way to differestiat
from a pattern that is imaged on the plane. This techniqugetween the striped and solids is by the percentage of white
is awkward to apply in this case as the pattern must Hbat is contained in each ball. Further, the balls need to be
very at (typically made of glass plate) and very accurateidenti ed in random positions and orientations over thel¢ab
which is dif cult using standard printing technologies. As  surface. At certain angles, the white section of any striped
alternative, we have developed a method that makes usel@fl may be facing toward the camera, which reduces the
an invariant property of the projective space which allows unumber of colored pixels that can be used to discriminate the
to place a simple target comprising perpendicular lineshsu ball's identity. Finally, some of the colors are very simila
as a large carpenter's square, at various random locations @and can get confused using standard color indexing methods.
the table [9], [11]. For example, yellow (1,9) and orange (5,13) are sometimes

An example of the processing steps of the GVS is illuseonfused, as are red (7,15) and pink (3,11).
trated in Fig. 2. The removal of the effects of perspective Our solution to the color indexing problem has been
distortion is not illustrated in Fig. 2, as the homographitco implement a number of parallel histogram comparison
warping is applied directly to the center positions of thikidha methods and color spaces that are then arbitrated in a voting
rather than to the entire image. The raw image is showstheme. The balls are rst partitioned into stripes anddsgli
in Fig. 2(a), and (b) illustrates this same image after thbased upon the percentage of white pixels. Each group is then
camera's intrinsic parameters are used to remove the gffesent to a bank of histogram comparators, and the consensus
of optical radial distortion. In (c), the (undistorted) igeahas result is chosen. We have also implemented a novel method
been compared against a set of statistics (pixel means aoedanalyze the color signatures based upon nonparametric



(a) Raw Image (b) Radial Distortion Correction (c) Background Subtraction (d) Extraitelds

(e) Recovered Table State (f) Predicted Table State After Shot (g9) Actual Table StateSAdter

Fig. 2. Acquiring Table State

statistics [13], which has some advantages over the stdnd
histogram comparison methods.

The above described identi cation and localization task
were performed solely by the GVS. In addition, the LVS i
used to improve robot positioning accuracy prior to placing
a shot, as described in the following section.

[1l. ROBOT CALIBRATION

Rather than build our own hardware, we made the decisid
to base the system on standard commercially availableit alb
customized, components. The advantage of this approa
is that it was relatively inexpensive, quick to deploy, and
allowed us to focus our effort on the computational aspec
of the problem.

One challenge in using a standard gantry platform was
its limited accuracy. In response to the needs of industries Fig. 3. Local Vision System
commercial robotics tend to be highly precise and repeatabl

but not terribly accurate. It is possible to design a gantry N . )
robot that has ne-grain accuracy {5 m) over the desired repeatedly positioned over a series of circular patteraseul

workplace. For example, Coordinate Measurement Machin€8 the table surface, and the correspondence between the
(CMMs) have such accuracy over similar working vqumesr.‘?bOt Jom_t gncoder valu:_ss and the centers of the e_xtracted
This high degree of accuracy comes at a cost, however, afiicles within the GVS image was used to determine the
such a device would be expensive, delicate, and unlikefy¥nctional relationship between the robot coordinate fam
to maintain accuracy while absorbing the impacts requireédd the table plane. The resulting robot positioning error
when placing shots. was reduced fr_om the order of centimeters to withié mm
A more reasonable approach is to demand less absol@@ average, with a standard deviation@8 mm.
accuracy from the primary positioning device, and to rely i
upon the vision system for calibration and correction. Robd™ LVS Correction
calibration refers to a collection of technigues that inygro  The LVS can be used to further improve shot accuracy
upon the positioning accuracy of a repeatable and precidaring play by invoking a correction routine once the rolsot i
robot. A series of measurements are taken of the robot inimposition to take a shot. Consider the nearly perfectgittai
variety of locations using an accurate external measuremeshot illustrated in Fig. 4. In this GVS image, the inscribed
sensor. By comparing the robot joint encoder readings witine is de ned by the centers of the cue and object balls prior
the external sensor readings, a model of the system paran@-placing the shot. The rendered circles are a sequence of
ters can be generated which can then be referenced to m@rextracted positions of the object ball once the shot has
accurately control the positioning of the robot. been placed. The centers of the 3 object ball positions fall
In [8], we described a calibration technique that involvean (or very close to) the line, which indicates that the robot
the use of both the LVS and GVS cameras. The robot wagas positioned such that the shot was a very accurate dtraigh



Fig. 4. Perfect Straight Shot

Fig. 6. Straight Shot Test Errors

ond method is called thposition-basedmethod, and uses
knowledge of the 3D rigid transformation between the robot
end-effector coordinate reference frame and the LVS dptica
frame. This transformation is commonly known as tHeF
matrix [15], and is determined off-line in a calibration stage.

The results of an experiment designed to characterize the
performance of these two methods are plotted in Fig. 6. A
total of 90 straight shots were executed. Thirty of thesessho
positioned the robot using information only from the GVS,
thirty more applied positional correction using the image-

a) Before Correction b) After Correction based method, and the nal thirty used the position-based

method.

The angular error of each shot was calculated by extracting
the object ball center locations at a number (at least 2)

shot. The illustrated nal positions of the cue and objedisha POSitions along their trajectories using the GVS, and com-
also fall on this line, which further supports the quality ofParing the angle of this line with the line de ned by the
this shot. cue and object balls prior to placing the shot (similar to
From the vantage of the LVS, we call this line theal Fig. 4). The angular errors_for each _of the 90_sho_ts were
line. When the robot is servoed to its shot position, agalculated and are plotted in ascending order in Fig. 6. It
determined by the GVS, it accumulates error. By analyzin§®" P€ seen that the use of LVS correction using either
the LVS image, and comparing the line connecting th&ethod signi cantly reduces the angular error of the stiaig
current cue and object ball centers with the ideal line, it "0t Without any correction routine, i.e. using only the

possible to calculate transformations which can correct f¢>VS for positioning, the mean absolute error viz8 degs.
the robot positioning error [14]. With correction, the error was reduced by more than two

An example is illustrated in Fig. 5. In (), the robot hagdhirds, t00:51 and 0:56 degs. for the image- and position-
been servoed to its shot position using only the informatiof@sed methods, respectively. While the accuracy is similar
from the GVS. The current (red) and ideal (green) lines af@" both methods, the position-based method 4% faster,
not aligned, indicating that there exists positioning erart  '€quiring on average 50 secs. per shot, as compared to 83
(b) of the gure shows the lines after an automatic alignment€Cs- for the image-based method. Once the straight shot is
procedure has been executed. In this case, the current &igned accurately, the cue can be further rotated aroudd an
ideal lines are identical, i.e. the ball centers interseith w ©ffSet from the cue ball center to execute a cut shot of any
the ideal line, and the shot will therefore be (very close toff€sired angle and spin.

a perfect straight shot.

We have developed two different methods to align the
robot position with the LVS ideal line [14]. The simpler A physics model is required to predict the state of the table
of the two, called thamage-basedmethod, is an iterative after a shot, so that subsequent shots can be planned. The
method based purely on 2D LVS image data. The segphysics of pool has been well-investigated in the litemtur

Fig. 5. LVS Correction

IV. PHYSICSMODEL AND SIMULATION



and there are available a number of good resources [16], [17]
Spin is an essential element of the game, and imparting spin
on the cue ball by displacing and angling the cue at impact is
a technique used to control the interaction and placement of
balls following a shot. The physics model therefore invelve
conservation of not only linear but also angular components
of momentum.

We have developed a physics simulator that predicts the
outcome of a shot based upon a derived physics model [18],
[19], [20]. Unlike physics simulators which use the more
common numerical integration approach, our method op-
erates in the continuous domain, predicting the times of
occurences of pending events, such as collisions or tran-
sitions between motion states. Our technique returns an
exact analytic solution based on a parameterization of the Fig. 7. Pool Game Tree
separation of two moving balls as a function of time. The
resulting equation is a quartic polynomial which can be
solved either iteratively or in closed form to determine the V. STRATEGY

time of collision. A similar derivation exists for other aus, . I . .
There is a signi cant amount of strategy involved in

such as ball-rail and ball-pocket collisions, and transi . .
from sliding to rolling and rolling to stationary states playing pool, and professpnals are known to plan 5 or
) ) ! ) more shots ahead for a given table state. For a robotic
The major bene ts of this approach over integration argystem to play competitively, it is therefore necessary to
that it is more accurate, requiring no discrete time steRyrategize computationally, which involves the interplafy
and more time ef C|ent_ requiring 2 to 3 orders of mag- poth a physics simulator and a search method.
nitude fewer computations per shot. The added efciency apnroaches to shot planning for computational pool have
is espema]ly important when the phys[cs simulator is usef | ded the use of fuzzy logic [6] and grey decision mak-
in expanding a game tree, as many different shots may Re, (7] our approach is based upon the minimax game tree
simulated prior to making a decision, sometimes tens Gf 5t js used in games like chess and checkers [25]. While the
thousands or more. basic concept is the same as in chess, there is a signi cant
An example of the utility of the physics simulator is gifference when considering pool, in that pool is played in
illustrated in Fig. 2(e)-(g). Part (e) shows the currentiéab 5 continuous, rather than a discrete, domain. The size of the
state resulting from the image in (a), (f) shows the predictesearch space for any particular shot is therefore trulyite n
table state after a shot is executed, and (g) shows the actugher than the huge but nite search space of chess.
table state after the shot. It can be seen that the predictedanother consideration in pool is shot noise. There are ve
and actual states are quite close, which supports the notigrameters that dictate the outcome of a particular shot: 2
that the simulation can be used to predict future table Statgngles( ; ), 2 offsets(a; b), and the striking speed [19].
resulting from potential shots, which can in turn be used t@ach of these parameters in practise has an element of uncer-
strategically evaluate the relative utilities of such shot tainty which can be modeled as a probability distributioor. F
The physics simulator that we developed was used as ttiis reason, we have adapted the *-Expectimax formalism,
basis for the Computational 8 Ball Tournaments at 1l which has been applied to games like backgammon that
and11t" International Computer Olympiads [21], [22], [23], have a probabistic component [26]. The stochastic nature
[24], [25]. This tournament allowed teams to develop difof the game of pool motivates the use of a tree structure
ferent strategy engines and compete in simulation using tisémilar to the *-Expectimax tree to account for uncertainty
common physics simulator. One consideration in modelingy shot outcomes due to the noise model. Since pool is
the physics was noise. When a human or robotic playgayed in a continuous domain, the chosen tree search
takes a shot, there is error in the cue's position and velocitalgorithm incorporates statistical sampling in the form of
which makes each shot non-ideal. To make the simulatiddonte Carlo simulation in order to account for uncertainty
more realistic (and make the competition more challengingin shot execution and weight the value of future table states
it was necessary to add zero-mean random Gaussian ndigetheir probability of occurrence.
to each of the ve shot parameters. The sigma values of The game tree structure for the pool strategy algorithm is
each distribution was empirically determined so as to causitustrated in Fig.7. A given table state is represented by a
a missed shot on average every 10 shots, which is a simildtate nodgdenoted bySt;. A State nodeSt! at depthj has
success rate as advanced human play. When planning a stiotin nite number of possible shots, with a subsenhashots
for robotic play, a noise model based upon the calibratechosen by a shot generation algorithm. Each of these shots
positioning accuracy of the robot can be used to determirig represented by a chil8hot node denoted bySh; k =
the probability of success of a given shot. 1:::n. The shot itself is represented by the arc of the tree



between a State node and a Shot node, and is annotatedebyimerating all of an opponent's possible shots impossible
its set of ve shot paramete® = fa;b; ; ;V g’k. Even if the strategy algorithm used its own “common sense”

A player's turn begins at the root State no8¢°. The rules to explore a few of an opponent's expected shots, there
shot generator chooses to explore a seh afhots, each of is no guarantee that the opponent will select any of those
which arcs to a child Shot nodﬁaShEgE:l, At each Shot shots because the opponent's shot selection algorithm will
node, a Monte Carlo simulation is performed to generatéely be a different program. For example, a shot discovery
that Shot node's child State nodes. Rdr samples, the Style shot selection algorithm would almost certainly fail
shot parameterB representing the Shot node are perturbefiredict the shot chosen by an opponent's shot speci cation-
by the addition of zero-mean random Gaussian noise. pased selection algorithm. Therefore, no time is spent mod-
sampling of possible outcomes of the shot are obtained frofling an opponent's potential shots by expanding a leakStat
the simulations using perturbed shot parameters, and tRede, because it is fairly likely to be an inaccurate prapect
resulting table states are added to the tree as child Stdsnoand therefore wasteful. This adaptation of *-Expectimasoal
of the Shot node. A child State node of a Shot node resulgmpli es the search algorithm and results in a more compact
in a player either continuing the turn and shooting agaitfee and a faster shot selection time, because far fewesnode
after successfully pocketing an object ball, losing thenturare added to the tree.
after failing to pocket an object ball, fouling and surreridg At @ given node in the tree, the scores of each of the
ball-in-hand, or winning the game by pocketing the 8-ball. child nodes are combined numerically using averaging and

The child State nodes are recursively visited using throPabilistic weighting. The combined score is propagated

same process down to the desired search depth. One [I§ick up the tree to the root where the shot leading to
or layer, of the tree consists of a layer of State nodes afge Maximum leaf score is selected. Different schemes for
their child Shot nodes. A depth 2 tree, for example, contaird/€raging and weighting the scores of child nodes have been
a root State node, a layer of depth 0 Shot nodes, a laygfPlored and compared [27].

of depth 1 State nodes, a layer of depth 1 Shot nodes, and Empirical Evaluation of Strategic Play

nally a layer of depth 2 State nodes at the leaves of the tree. To explore the bene ts of strategic play in pool, we have

In other words, the depth of the tree refers to the number af ..\ teq a set of experiments using the above described tree
s_hqts, or resulting table states, ahead in the game that arch framework. The performance of several algorithmic
visited by the tree. variations were quanti ed by playing a series of computa-
One difference between *-Expectimax for BackgammoRional Eight Ball tournaments. There were 19 competitors in
and its adaptation for pool follows from the differencethe tournament, all with identical shot generation aldwnis.
in turn ordering between the two games. In Backgammogighteen of the competitors used different tree searchhdept
players strictly alternate turns at each dice role, so the jree scoring variations, and evaluation function variaio
EXpeCtimaX tree contains alternating Iayers of nOdes, W|t‘hhe 19h p|ayer used a “greedy” shot selection a|gorithm and
the one layer representing the player's turn and the nertlaychose its shots based solely on the probability of success of
representing the opponent's turn. In contrast, a players t the current shot with no regard for the resulting table state
in pool continues and they keep shooting so long as an objest future shots.
ball is legally pocketed at each shot. To accommodate this Three tournaments were played in this format with dif-
difference, the search tree for pool is recursively expdndgerent noise models in each tournament. The different noise
by preorder traversal as long as a players shot is leggdodels used re ect the technical skill (precision in exéoyt
and successful. The traversal is terminated either when tgﬁots) of the p|ayers involved. One tournament used a “zero”
specied search depth is reached, or at a leaf node. Byoise model where no noise was added to a player's shot.
de nition, a leaf node is reached either when a player losephe second tournament used the “low” noise model and
his turn (by failing to pocket an object ball or by fouling), 0 modeled human players with very strong technical skill who
when a player pockets the 8-ball to win the game. At the leghissed relatively few shots and had good control of the
nodes of the tree, an evaluation function returns a numericgye ball placement, while the third tournament used the
score which is propagated back up the tree. “high” noise model and modeled human players with less
The main difference between the scheme described abaeehnical skill who missed more shots and had less control
and *-Expectimax for turn-based games is that, in the casd the cue ball placement. Since all players involved in each
of pool, the opponent's State nodes are not expanded atwlirnament used the same noise model, the results of a
explored further. In the tree search for pool, no forwardjiven tournament show the performance versus search depth
modeling of an opponent's possible shots is performe@dnd tree scoring/evaluation function variant. Comparimg t
and the advantage given to an opponent at the loss ofresults of the three tournaments illustrates how bene cial
player's turn is estimated by calculating the score of thaf | a given search depth and tree scoring/evaluation function
State node from the opponent's perspective. In Backgammovariant is for a player of a certain technical skill level.
enumerating all of a player's possible moves is trivial hesea~ The situation is similar to comparing two human play-
the game space is discrete. In pool, however, an opponen¢ss by categorizing their play in two areas: technical skill
shot is speci ed by ve continuous parameters, which makeéprecision in executing shots) and level of strategic play



TABLE |
SUMMARY ACROSS SEARCH DEPTHS FOR ZERQ.OW, AND HIGH NOISE TOURNAMENTS

Noise Player | Avg. wins (%) | Avg. pts. | Avg. Pt. Diff. | Avg. miss (%) | Avg. BIH (%)
greedy 9.9 771.6 -1093.3 0.0 10.3
zero | all depth 1 61.1 1390.8 278.4 0.0 25
all depth 2 79.0 1622.5 814.9 0.0 0.4
greedy 19.9 963.1 -791.0 6.3 12.0
low | all depth 1 62.7 1458.8 323.9 2.6 3.6
all depth 2 67.4 1523.9 467.1 1.6 34
greedy 36.5 1301.7 -314.6 11.8 14.3
high | all depth 1 54.8 1484.4 114.2 8.9 10.4
all depth 2 58.7 1519.9 200.4 9.3 9.0

(how far ahead in the game the player looks and how th&hot is more pronounced and allows an easier interpretation

player controls the cue ball position for the next shot). Aand comparison of the various search depths/search algo-

human player with relatively low technical skill (or, a ggy  rithm/evaluation function variants. The percentage oftsho

algorithm in a computational tournament with relativelgithi resulting in ball in hand indicates not only how often a
values for the noise model) will not play well againstplayer fouled, but more importantly how often the player

any player, no matter how strategically they play (or, hoveft itself with no shot. The greedy player was more heavily

deep the strategy searches in the game tree). Similarly,panalized by this setting since it never considered thestabl

human player with very high technical skill (or, an algonith state resulting from its chosen shot.

in a tournament with low values for the noise model)

will probably not play as well as a player with equally

high technical skill who has a greater strategic sense for The results from these experiments are summarized in
the game (or, an algorithm that searches deeper in the gamsble 1. The players are ranked by their overall performance
tree). In analyzing a player's performance, it is important by averaging the percentage games won, points scored, point
understand which factor limits their overall competitiess, differential, miss rate and percentage of shots resultirizall
technical skill or search depth. in hand (BIH). In the zero-noise tournament, the deeper-
A variety of combinations of tree scoring variationssearching players consistently outplayed their shallower
(Monte Carlo, Probabilistic, or Success-weighted) andueva searching competitors. For a given search type/evaluation
ation function variations (Average, Max, or Weighted) werdunction variant, the depth 2 player always defeated the
examined, both for tree search depths of 1 and 2. Withigreedy player easily and then defeated the depth 1 player
each tournament, the players with common search algmturn. The greedy player was defeated in all matches in the
rithm/evaluation function (but varying search depth) pldy zero-noise tournament, winning at best 26.5f its games
200-game matches against one another and against the greiedits match against one player. Against the greedy player,
player in a round-robin format. Games were scored aall of the depth 2 players scored more wins with a higher
follows: the winning player was awarded awarded a totgdoint differential than the corresponding depth 1 player.
of 10 points, and the losing player was awarded 1 point for
each ball of their colour group that was pocketed at the end

of the game ife: a player pocketing all of their balls but Positional play in the form of look-ahead is clearly an
losing at the Eight ball would score 7 points). The matchmportant consideration in pool. Choosing the easiest,shot
score was simply the sum of all a player's points from ther the shot with the highest probability of success, does not
games in the match. result in a competitive player; planning strategicallyngsi
Although the shot generation routine is capable of identifylook-ahead does. These results mirror the expectation for
ing direct, bank, combo, kick and safety shots, for all ptaye human players similarly characterized by technical skitli a
in all three tournaments the shot generator was con gured tevel of strategic reasoning. A player is always limited by
return only direct shots. If a player found itself in a pamiti their technical skill, regardless of how strategicallyytipdan
from which no direct shots were available, no attempt athots. However, for suf ciently skilled players the bere t
a more complicated shot such as a bank or kick shot was$ strategic reasoning and cue ball placement in the form of
made, and a safety shot was never attempted. In these cdse&-ahead always dominate over less strategic play. Wherea
the turn was passed directly to the opponent in the form dfiese experiments have evaluated lookahead only to a depth
ball-in-hand. This format was used to highlight the effect®f 2, we expect that the bene ts of lookahead would continue
of search depth, search algorithm and evaluation functido be apparent for search depths up to 8, at which point all
variant on the players' success. By allowing only direcgame tree bracnhes will have terminated, i.e. all balls will
shots, the importance of cue ball positioning for the nextave been sunk and the game completed.



VI. DISCUSSION the machine has a potential advantage. The essence of pool
A. Advantages of Machine Play strategy is the ability to look ahead and predict the state of

| ber of I ideal ; . the table following a potential shot, or a series of poténtia
nanumber of ways, pool is an ideal game for automationyy s - Thjs is the same capability that allows computers

At Its core, poo! IS a game of accuracy, and_ a great deg outperform humans at chess and other games recently
of human pool instruction and practise is oriented towarﬁelieved to be approachable only by humans. There are
establishing an accurate and repeatable stroke. Machings,e s of pool which differentiate it from most board games
routinely outperform humans at positioning accuracy ang, example, pool balls can be positioned anywhere on the
re_pr:aatabrl]llty, afnd unlike dhume;qs, tr:c;ay do fso CO?S';?ntIXDntinuous surface of the table, whereas chess pieces are
Vl\;'t ck)]gtt € [l)er (t)]rman(r:]e— Zgra ing € fects Ob MusCle telg 1, aced only at a small nite number of discrete locationseTh
achines aiso have the advantage of not being susceptiyg, qp, space of pool is therefore truly in nite, as compaced
to psychological pressure, which is a signi cant source Ofhe yge hut nite search space of chess. We have found that

variation and failure in human play. search-tree constructs similar to those successfullyiegpl

Another advantage of machine play is its ability to SeNsy) chess play can be used effectively for shot planning in
the absolute metric locations of the balls in the table cisord ool [25], [22], [27].

nate reference frame. Humans can develop a perception of 51

geometric arrangement of the balls based upon their relaﬂ\ﬁalls have come to rest. This removes real-time planning

_posmon_s on the Fable. This perceptive ability is oftentqw. constraints and eases real-time sensing requirements.
impressive, allowing humans to plan and execute challgngin

shotg, Wlth !lttle margins for error. There are, howeverB_ The Need for Intelligence
certain situations where it is dif cult for even skilled hams
to perceive the correct angles. For example, shots whichAs we have pursued the development of Deep Green, we
involve multiple banks are inherently dif cult to perceive have received three distinct views on the degree of difgult
and humans often make use of inexact systems involvirigquired to attain our goal. One view that has been expressed
table landmarks (e.g. diamonds) to augment their peragptios that it is a trivial task, requiring only standard robotic
In contrast, the machine resolves the metric position, iwith techniques to provide a solution. The polar opposite view is
the measurement accuracy, of all balls and elements of tHeat playing pool well is a distinctly human activity, regag
table (i.e., rails and pockets). This ability allows for mor human intelligence and skill, and that automating pool is an
exact geometric planning, and ultimately improves theitgbil impossible task. In general the rst view tends to be held
to predict the outcome of a shot. by people who are familiar with technology but unfamiliar
Another advantage of the machine is its ability to comwith pool, whereas the second view is often put forward
putationally simulate the physics of the table. The majoritby those who themselves are pro cient pool players, but
of human players rely on an intuitive understanding of th&ho have no special relationship with technology. Our own
underlying physics of the system. Typically with little orview lies somewhere between these two extremes. We believe
no formal knowledge of physics, human players develofhat developing a robotic system to play pool competitively
heuristics to predict the subsequent table state thattsestgainst a pro cient human opponent is a challenging task
from the mutliple interactions of any particular shot. Whilethat is nevertheless achievable through dedicated rdsearc
often useful, these heuristics estimate the physics of tHéhe technical problems are both interesting and suf cientl
system with a limited delity. In contrast, the machine haschallenging to motivate advanced research, but not so dif -
the benet of an executable physics model and, so longult as to evade a meaningful solution.
as a handful of parameters have been estimated throughAnother sentiment that has been expressed is to question
calibration, can make use of a physics simulator to predigthether or not computational intelligence is needed for
the resulting table state both accurately and ef ciently. robotic pool, i.e., is it not suf cient to have a very accuat
The cue end-effector has an advantage over a human in tipaisitioning system and simple shot planning based purely on
it provides very precise control of the speed of the strok& T geometry? In this paper, we have addressed this questibn wit
electrical linear actuator which is responsible for theMard two arguments, the rst being that accurate positioning of a
motion of Deep Green's stroke has a dedicated digital cbntretandard gantry robot is itself a challenging goal reqgirin
unit which can be commanded in either position or velocitgensor-based Cl for calibration and correction. The second
modes. The speed of the cue can range from almost stationargument is that, even if perfectly accurate positioningeve
to 3 m/sec., with an average error of0:1%. Compare this possible, it is still advantageous to play strategicallgt pfan
with a human, who tends to strike with one of 6 speeds (slowhead a number of shots, as evidenced by our experiments
medium-slow, medium, medium-fast, fast, and break speedyith zero-noise tournaments.
The added graduation in the control of the speed of the cueThere are a number of future research topics that will need
translates to an increased ability to place the cue ball atd be addressed to advance the system further. Deep Green
predict and control the table state. currently plays at a good amateur level: It has pocketed runs
Once the mechanics of placing a shot have been masterefi4 consecutive balls, and we feel that it is a matter of time
the game of pool becomes one of strategy, and here tbefore it advances to the stage where it can consistently run

nlike soccer, decisions in pool are made only when all



the table. The nal challenges will be faced when competf1]

ing against pro cient human opponents. To put it mildly,
we humans are crafty competitors, able to very ef cientl
recognize and exploit weaknesses in our opponents. To pl

at a professional level will require incorporating the bé&ne

of research into machine learning and opponent modelin

techniques into our system.
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